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ABSTRACT 

 

 With the astounding growth of traffic carried by the Internet in recent years, congestion  

is becoming an increasing problem.  Real-time and mission-critical traffic require levels of 

service quality exceeding the best-effort level currently provided.  Intserv and Diffserv service 

models have been developed to provide multiple levels of quality of service (QoS) throughout 

the Internet.  We develop a generic economic model of network QoS to address how these levels 

of QoS should be specified and how they should be allocated.  The pricing of marketable tokens 

for QoS access and its impact on efficiency are analyzed. 

 

Keywords: Internet pricing, Differentiated Service, Paris Metro Pricing, Channeling.   

 

1.0.  Introduction. 

 With the rapid growth and commercialization of the Internet and the appearance of more 

bandwidth-hungry real-time multimedia applications, quality of service (QoS) is becoming a 

hotly discussed issue.  The current Internet only provides best-effort service to users.  This best-

effort service model treats all data packets exactly alike: no matter whether a packet is in a 

mission-critical traffic flow or part of a non-urgent email.  However, with the fast development 

of the Internet, this service model cannot satisfy the requirements for increasing business usage 

(e.g., to finish a transaction within a specified time interval) and real-time applications (e.g., to 

keep the transmission rate of an Internet phone call at 64kb/s).  

 The Internet Engineering Task Force (IETF) has proposed several new service models to 

offer better network service than best-effort, including integrated service (Intserv) (e.g. Braden et 
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al.,1994) and differentiated service (Diffserv) (e.g. Blake et al., 1998) .  In these frameworks, a 

user has a budget of tokens that can be used to tag outgoing packets, and core routers provide 

differentiated treatment of tagged and untagged packets when congestion occurs.  Thus, a token 

can be viewed as an admission ticket for higher QoS. 

 Guaranteeing a higher QoS for tagged packets requires load control (or traffic shaping) 

by the user's ISP.  A common method of load control is to reserve a portion of the network 

capacity for "premium" services, and to set the supply of tokens so the reserved capacity is 

sufficient to provide the higher QoS for all tagged packets (e.g. Nichols et al., 1998 and Nichols 

et al. 1999).  More generally, the network capacity would be divided into a number of channels, 

each providing a designated QoS and requiring an associated token to be admitted to that 

channel.   

The idea of providing QoS on the Internet by partitioning the network into several 

logically independent channels has been proposed and studied extensively in computer 

networking (e.g. Odlyzko, 1999).  This approach is called PMP (Paris Metro Pricing), which was 

initially introduced in the Paris Metro System.  With this method, service providers will post 

different prices for the access rights to different channels and expect that the more expensive 

channels will be less congested.  Therefore, users who care more about service quality can pay 

more for access to the more expensive channels and enjoy better service.  Although it is widely 

known that channeling could introduce inefficiencies in bandwidth usage, experiments have 

shown that many real-time applications that cannot run properly in today’s Internet work well in 

a PMP system.  
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 Most researches in the literature are focused on the implementation of PMP system.  

However, few have studied the fundamental economic and system design issues concerning 

multiple QoS channels: 

1) How are the tokens to be allocated among the users for these QoS levels? 

If a service provider offers several levels of service quality, it is natural to use pricing to 

differentiate network users. A network user will choose the optimal service level so that 

her utility is maximized. The question is from the social planner’s point view, what are 

the optimal prices for different service levels.   

2) Are the tokens transferable among users?  If so, what would be the market price for 

tokens, and how would token markets affect the overall efficiency of the network?  

In order to ensure a certain level of service quality and hedge the risk of high token prices 

during congestion, a network user need buy a certain amount of tokens. However, usually 

the real network capacity usage for a user will be fluctuating and subjected to change 

from time to time.  So creating a token market and allowing users to exchange tokens 

(people who find they do not need all the reserved capacity can sell tokens to those 

people who need more capacity) could improve the efficiency of the network system. 

Then the question is how to organize this token market and whether it will be a more 

efficient approach.      

3) How should the QoS levels be determined, and how should the network capacity be 

partitioned into QoS channels given a diverse population of users? 

From a pure economics point of view, providing more service quality options to network 

users would improve the social welfare of network service.  However, the standard 

economics results on vertical (quality) differentiation cannot be directly applied to the 
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Internet service because network service quality is endogenous in our model: QoS 

depends on intensity of usage of each channel.  In this specific application, offering too 

many service quality levels could lower network utilization level and hence affect social 

welfare negatively.   Moreover, when a service provider designs the service plans, the 

distribution of the users must also be considered. For example, if there are a lot of users 

who require high service quality, the service provider may want to allocate more capacity 

for higher service levels. Therefore, the service provider has to tradeoff between network 

utilization level and number of options for network users conditioning on the 

characteristics of the user distribution, and then decide the optimal service plan, including 

the number of service levels and the capacity to be allocated for each service level.     

 In this paper we develop a generic network model of this problem that can be analyzed 

economically to answer each of these questions.  We characterize the optimal allocation of 

tokens, the price that would support the optimal allocation in a token market.  One important 

finding is that creating a market for tokens itself does not necessarily improve efficiency; and the 

information available from a token market is insufficient to determine the optimal aggregate 

allocation of tokens. 

 For any fixed partitioning of capacity into channels, we characterize the optimal 

specification of QoS in each channel.  Finally, we prove the surprising result that the optimal 

number of channels is exactly one, no matter what the diversity of users.  In other words, 

creating multiple QoS levels via channelization is an inefficient use of resources. An important 

implication of this research is that: although PMP can improve the usability for some real-time 

applications, the overall costs of abandoning statistical multiplexing will actually offset the 
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benefits.  Therefore, we believe economics analysis should be more closely involved in network 

engineering design in the future.    

 

2.  The Model of Multiple QoS Levels via Channels. 

 A simple way to provide multiple QoS levels is to divide the bandwidth capacity into 

non-interacting channels.  For example, standard multiplexing technology naturally divides the 

transmission capacity of a cable into multiple channels.  Each such channel can carry a 

proportion of the entire cable capacity.  By regulating the flow into each channel, the QoS can be 

controlled (at least on average).  For example, if the flow is regulated to provide a low channel 

capacity utilization rate, then the waiting times and delays of user of that channel will be less 

than for a comparable channel with a higher average capacity utilization rate.  

 We will develop a model of this problem that can be analyzed economically.  First, let µj 

denote the capacity of channel j in terms of work per unit time.  We will number the channels 

from 1 to J.  Here we assume there are only one link and one router in the network.  This might 

be considered over-simplified, because usually a network consists of many routers and links, and 

network users are concerned about end-to-end QoS.  However, the single-link model is enough 

to present the problems introduced by channelization, and it is not very difficult to be extended 

to more complex models.  Let xj denote the average flow of work per unit time into channel j, 

and let τj denote the average throughput time per unit of work in channel j.  We assume that this 

average throughput time can be represented by a function of capacity and flow:  T(xj , µj), which 

is strictly increasing in xj , approaches infinity as xj approaches µj from below, and is strictly 
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decreasing in µj for all µj > xj .  We also assume that the locus of constant throughput times (i.e. 

{(xj , µj) | T(xj , µj) = τ}has a slope dµj/dxj ≤ 1 for all µj > xj .1  

 To keep the model simple, we assume that the user's preferences are quasi-linear, so the 

net benefits per unit of work are V - δτj, where V and δ private parameters of each user.  Let 

G(V,δ) denote the joint distribution of these parameters in the population of users.  Each user 

must decide whether or not to submit work given her V and δ, her expectation of τj, and any 

monetary charge per unit work, say rj.  Given these, her expected net value is V - δτj - rj.2  

Clearly, she will prefer the channel with the maximum expected net value, or equivalently the 

least net cost δτj + rj.  Further, she will submit work to the least cost channel only if that expected 

cost does not exceed the value V.  This linear programming problem leads to a partition of (V,δ)-

space into regions for which specific channels are best for her, and a region for which it is best 

not to submit work.  Accordingly, let Aj(τ, r) denote the set of (V,δ) values for which channel j is  

 

                                                 
1 This condition is satisfied, for example, by M/G/1 queues provided that the relative standard deviation of service 
times is a constant not exceeding 1. 
 
2 In reality, a network user will submit work on a session level, such as downloading a file, instead of on the packet 
level.  Each session consists of many packets.  In contrast, our model might appear to suggest that users need to 
make submission decisions for each packet, which could be very annoying.  Actually, the session-level decision 
problem can be mapped to the decision problem presented in our model.  Suppose that the total value of a whole 
session to a user is V’, which consists of n packets. ISP will charge a liner price to the user based on the traffic 
volume of the session, ri*n, where ri is the unit price for service class i.  Again, we assume users are concerned about 
the average delay of the packets.  Therefore, the user’s decision problem is: 
                                Max  V’ - δ’τi – ri*n                                                                         (*) 
                                   i 
Where δ’ is the delay cost on session level and τi is the average packet delay in class i.  We can rewrite (*) as: 
                                Max  (V’/n) – (δ’/n)*τi – ri         
                                   i 
This is exactly the decision problem formulated in our model if we substitute V for V’/n and δ for δ’/n.   
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best, where (τ ,r) denotes the array of (τj , rj) for all channels.  Then, G[Aj(τ, r)] is the proportion 

of users who submit work to channel j.  Letting X0 denote the ex ante potential flow of work 

totaled over all users, the average flow of work into channel j is   

   xj  =  X0 G[Aj(τ, r)].       (1) 

But the throughput time depends on the flow, so eq(1) is not in reduced form, as substituting 

Ω(xj , µj) for τj reveals:   

   xj  =  X0 G[Aj({T(xj , µj), j=1…J}, r)].    (2) 

It is straightforward to show that there exist functions xj(r) that satisfy this flow equation.  In 

other words, given a list of monetary charges for the channels (r), the realized demand for 

channel j is given by xj(r), which leads to expected throughput times τj = T(xj , µj) consistent 

with eq(1). 

 But what determines these monetary charges?  In the current Internet, there are no usage 

charges, so r = 0.  Hence, xj(0) is the average flow demand in channel j.  Note that xj(0) < µj , 

since otherwise throughput times would be infinite.  Demand increases until rational 

expectations of throughput times rise sufficiently to discourage further increases. 
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2.1.  Using Tradable Tokens to Control the Demand. 

 Both Diffserv and Intserv incorporate a token system for controlling or shaping traffic 

(e.g. Tang et al., 1999 and Dovrolis et al., 1997).  One application of this tagging scheme would 

be to require token tags for every job (packet) that enters the network, blocking jobs without 

token tags.  A prospective user i would contract with the network access provider for a supply 

rate of tokens for each channel, say θij µj , where θij denotes the supply of tokens as a fraction of 

the capacity of channel j.  Obviously, feasibility requires that the sum of θij over all users [denote 

this by θj] cannot exceed 1, and prohibiting short positions implies θij ≥ 0. 

 To submit a flow of xij  user i must have a token flow of at least this amount.  However, 

the stochastic nature of user needs will typically generate instances when the user's demand 

exceeds the contracted rate and other times when demand is less than the contracted rate.  

Therefore, it might be desirable to allow users to trade tokens in a spot market. 

 Given a spot market price for tokens for channel j of rj , the out-of-pocket monetary cost 

of submitting a flow of xij is  rj(xij - θij ), which can be positive or negative.  With this 

interpretation of rj , we ask whether the market for tokens can be cleared, at what price (rj), and at 

what impact on network efficiency. 

 By virtue of our assumption of quasi-linear preferences, the potential revenue from 

selling all one's tokens, rjθij , has no effect on the user's demand for network services.  Thus, 

xj(r), as derived from eq(2) still fully characterizes the aggregate demand for channel j. 

 The market clearing condition for channel j is then 

   xj(r)  ≤  θj , and  xj(r)  <  θj  implies rj = 0.    (3) 

In other words, demand cannot exceed supply in any channel, and if there is excess supply in any 

channel the spot price for that channel falls to 0.  The latter result holds because any user who 
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holds excess tokens would be willing to undercut any positive price to make a sale and spend the 

resulting revenue to consume a desirable scarce good. 

 This simple observation has an important implication.  Suppose the entire capacity of 

channel j is sold (θj = µj).  Since xj(r) is always strictly less than µj , there will be excess supply, 

so it must be that  rj = 0.  In other words, if the entire capacity of channel j is allocated 

contractually, and the tokens are tradable, tokens will be worthless. 

 Further, if  xj(0)  ≤  θj for each channel, then rj = 0  is a market-clearing price.  Hence, for 

positive prices to exist generally, the contractually allotted tokens must be less than the demand 

would be at zero usage prices.  What mechanism would bring this about, and how should the 

supply levels (θj) be determined? 

2.2.  Optimal Token Supplies. 

 The optimal token supply levels are those values of θj that maximize the total flow of net 

benefits through the network.  To determine this, we take the point of view of a planner who can 

make submission decisions for each user based on the user characteristics (V,δ) subject to 

technological feasibility.  Accordingly, let πj(V,δ) denote the probability of admitting this user's 

job to the network.  These functions are the control variables of the planner.  Then, the total net 

flow of value through channel j is 

   Wj  =  X0 )dG(V,) (V,π  ) - (V jj δδδτ∫ .    (4) 

The Kuhn-Tucker conditions for an optimal allocation are: 

  V - δτj - (∂Ω/∂xj)xj δ j   <  ν  implies  πj(V,δ) = 0,    (5) 

 where  ν = max{0, max k {V - δτk - (∂T/∂xk)xk δ k }}, and  

 )δdG(V,)δ(V,δδ jj ∫= π / )δdG(V,)δ(V,π j∫ ,   
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the average value of δ over those users who submit to channel j.  For notational convenience, we 

define 

   *
jr  = (∂T/∂xj)xj δ j .       (6) 

This is the marginal social cost of congestion in channel j;  (∂T/∂xj) is the marginal increase in 

throughput time caused by increased traffic flow, δ j  is the average sensitivity of delay per user 

affected, and xj the number of users affected per unit time. 

 Thus, the Kuhn-Tucker conditions tell us that a user (or job) with characteristic (V,δ) 

should submit to channel j only if channel j would give the maximum and non-negative net 

social benefits  V - δτj - *
jr .  Clearly, this optimal decision would be internalized by the user if 

she faced monetary charges equal to the marginal social costs ( *
jr ).3  Further, the optimal flows 

that solve (5),  *
jx  = X0 )dG(V,) (V,π j δδ∫ ,  also satisfy users facing these charges, so  xj( *

jr ) = 

*
jx . 

 It follows that if total supply of tokens were  θj = *
jx , then *

jr  would be a market-clearing 

price for tokens that would support the optimal allocation.  Conversely, if θj ≠ *
jx , then the 

market outcome will be suboptimal.  In other words, the desirability of marketable tokens 

crucially depends on getting the aggregate supply right. 

 Can the behavior of market prices as a function of supply, rj(θ), help us discover the right 

supply level?  For example, one might hope that rj(θ) would exhibit a discontinuity at the optimal 

supply level.  Unfortunately, the token economy with optimal token supplies is "regular", and 
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hence the price correspondence is generically locally continuous.  In general, rj(θ) itself provides 

no obvious clues about the optimal supply of tokens. 

 Alternatively, the owners of channel j could post a price rj and dynamically adjust that 

price towards *
jr based on observed demand and channel status τj.  This approach has been 

extensively studied by Gupta et al. (e.g. Gupta et al. 1997 and Gupta et al. 1999), and the 

practical problems of stable price adjustment and measurement of δ j  were solved.  However, 

since *
jr  does not necessarily correspond to the profit-maximizing price, the owners have no 

incentive to do this.  On the other hand, in a VPN (Virtual Private Network) (e.g. Lin et al., 

1999), the network administrator does have the same objective as our fictitious planner, and so 

would want to post the optimal price *
jr . 

2.3.  Optimal Provision of QoS Levels. 

 Up to this point we have taken the channel capacities, µj , as exogenous.  In that 

framework, setting the supply of tokens is equivalent to setting the QoS.  To see this, recall that 

the throughput time (which is the only QoS variable in this simple model) is determined by the 

average demand and the capacity:  τj = T(xj , µj).  If aggregate supply  θj ≥ xj(0), then tokens are 

free, and so τj = T(xj(0), µj).  On the other hand, if θj < xj(0), then there will be a positive market-

clearing price, so τj = T(θj , µj).  By restricting supply, throughput decreases (QoS increases).  An 

important implication of the previous section is that there is an optimal QoS level for channel j;  

namely that obtained with the optimal token supply:  *
jτ  = T( *

jx , µj). 

                                                                                                                                                             
3 Provided the distribution G is sufficiently smooth, cases of indifference have zero probability and thus can be 
safely ignored. 
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 The question we address now is:  given the distribution of user characteristics G(V,δ), 

how should the total bandwidth be partitioned into channels?  Equivalently, what is the optimal 

provision of QoS levels? 

 To answer this question, we maximize the net flow of value through all channels 

(∑ =
J

1j jW , where Wj is given by eq(4)), with respect to µj , subject to the capacity constraint that 

∑ =
J

1j jµ = µ.  The Kuhn-Tucker conditions for this problem are that there exists a positive scalar 

.α, such that 

  -(∂T/∂µj)xj δ j  ≤ α , and  -(∂T/∂µj)xj δ j  < α  implies µj = 0.  (7) 

In other words, allocate capacity to the channel(s) for which the social value of increasing QoS is 

highest.  By eq(5-6), *
jr  = (∂T/∂xj)xj δ j .  Dividing this by eq(7):  *

jr /α = -(∂T/∂xj)/(∂T/∂µj) ≡ 

dµj/dxj holding τj constant.  In other words, *
jr  is proportional to the marginal increase in 

capacity per unit increase in flow required to maintain a fixed QoS. 

 

Theorem.  The optimal provision of QoS levels entails µj = 0 for all j except one. 

 

Proof:  Suppose to the contrary that µj > 0 for j = 1, 2.  Without loss of generality suppose that 

*
1r  ≥ *

2r ; hence,  *
1τ  ≤  *

2τ .  This situation is depicted in the figure below (with  *
1τ  <  *

2τ ).  

Suppose x1 and  x2 are the corresponding optimal allocations, and without loss of generality that  

µ1 +  µ2 = 1.  We construct a line from (x1, µ1) with a slope of 1 which crosses  µ = 1 at the point 

labeled b.  Since dµ1/dx1 along the T(x1, µ1) = *
1τ  locus has a slope that never exceeds 1, the 

intersection of this locus with the  µ = 1 line (point c) does not lie to the left of b.  In other words,  
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consolidating the capacity of channels 1 and 2 could accommodate traffic up to x* with QoS at 

least as good as the current channel 1 ( *
1τ ).  Point a in the figure is constructed by drawing a line 

from  (x1, µ1) with a slope equal to µ2/x2 > 1.  Since this slope is greater than one, and since µ2 = 

1 - µ1, a lies strictly to the left of b.  But by construction total traffic at point a is  x1 + x2 .  In 

other words, the current total traffic x1 + x2 < x*.  Therefore, T(x1 + x2 , 1) < *
1τ ;  i.e. 

consolidating the two channels could accommodate the same total traffic at higher QoS for 

everyone, contradicting the optimality of having two active channels.   Q.E.D. 

 

 We can, therefore, conclude that partitioning bandwidth into separated channels is not 

an efficient or useful way to create multiple QoS levels.  It is well-known that a single queue for 

multiple servers dominates separate queues for each server, and with M/M/s systems, if we fix 

the aggregated service rate of all the servers, s = 1 will dominate s ≥ 2 (e.g. Prabhu, 1997).  

However, it has not been studied systematically in previous literature (to our knowledge) 

whether offering different service quality to different queues and imposing different tariffs for 



 15

different service classes can really improve the system efficiency.  What is new here is that with 

tradable tokens for access, more flexible design choices (instead of using discrete servers, we can 

divide the capacity arbitrarily), more general queueing distributions, and an arbitrary diverse 

distribution of users, it is also optimal to consolidate service into one channel with a single 

queue.  Therefore, the effort to implement a more complex PMP system will not lead to better 

social welfare as some engineers have conjectured.  

3.  Conclusions 

 We have presented a simple model of multiple QoS levels via the partitioning of 

bandwidth capacity into channels and using a token tagging system for load control.  Our 

surprising conclusion is that this is not an efficient or useful way to create multiple QoS levels.  

What does this mean for Intserv and Diffserv? 

 While we have analyzed a model with only a single congestible resource, rather than a 

network of resources, there is no reason to believe that our results would not carry over to a 

network model.  Intserv creates virtual circuits which are conceptually similar to the channels in 

our model.  Diffserv conducts its load control functions at edge routers, so markets for tokens 

issued at these edge routers cannot possibly support even nearly optimal allocations of the 

network resources beyond the local domain.  Of course, one could envision a more complex 

tagging system with node-specific tokens, so to obtain a specific QoS on an entire route would 

require the purchase of the required tokens for each node and link in the route.  Even if the core 

routers and lines have substantial excess capacity (so token prices there would be negligible), the 

edge router and line at the destination of a traffic flow would be as important as the edge router 

and line at the origin.  Hence, there would need to be markets for token "bundles" corresponding 
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to each possible origin-destination pair in the network, before one could begin to hope that token 

markets would support nearly-optimal resource allocations. 

 An alternative approach is real-time pricing of network resources coupled with 

"wholesale" billing methods as proposed by Stahl et al. (e.g. Stahl et al., 1994).  Optimal 

resource prices are analogous to those derived in section 2 of this paper.  QoS levels were 

modeled as priority classes sharing the same resource.  Further, GSW developed and simulation-

tested real-time decentralized algorithms for computing nearly-optimal prices based on local 

traffic information (e.g. Gupta et al., 1997). 

 



 17

References 

Braden, R., D. Clark and S. Shenker, 1994. Integrated Services in the Internet Architecture: an 

Overview. Internet RFC 1633, IETF. 

Blake, S., D. Black, M. Carlson, E. Davies, Z. Wang and W. Weiss, 1998. An Architecture for 

Differentiated Service. Internet RFC 2475, IETF. 

Dovrolis, K., M. P. Vedam and P. Ramanathan,1997. The Selection of the Token Bucket 

Parameters in the IETF Guaranteed Service Class. University of Wisconsin-Madison, 

Madison, Wisconsin. 

Gupta, A., D. Stahl, and A. Whinston, 1997. A Stochastic Equilibrium Model of Internet Pricing. 

Journal of Economic Dynamics and Control, 21, pp. 697--722. 

Gupta, A., D. Stahl, and A. Whinston, 1999. The Economics of Network Management. 

Communications of the ACM, vol. 42, no. 9, pp. 57-63.   

Lin, Z., P. S. Ow, D. Stahl and A. Whinston, 1999. Improving the Performance of Virtual Private 

Network by Pricing Traffic. Proceedings of the Workshop on Information Technology 

and Systems. 

Nichols, N., S. Blake, F. Baker and D. Black, 1998. Definition of the Differentiated Services 

Field (DS Field) in the IPv4 and IPv6 Headers. Internet RFC 2474, IETF. 

Nichols, N., V. Jacobson and L. Zhang, 1999.A Two-bit Differentiated Services Architecture for 

the Internet. Internet RFC 2474, IETF. 

Odlyzko, A.,1999. Paris Metro Pricing for the Internet. Proceedings of ACM conference on 

Electronic Commerce, pp.140--147.  

Prabhu, N. U.,  1997. Foundations of Queueing Theory. Kluwer Academic publisher. 



 18

Stahl, D.,  and A. Whinston, 1994. A General Economic Equilibrium Model of Distributed 

Computing, in W. W. Cooper and A. B. Whinston (Eds.), New decisions in 

Computational Economics,  pp. 175--189. 

Tang,P., and C. Tai, 1999. Network Traffic Characterization Using Token Bucket Model. 

Proceedings of the Conference on Computer Communications (IEEE Infocom). 

 


