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ABSTRACT 

 
 While the Diffserv architecture and the "leaky-token bucket" traffic controller provide the 

technical means of supplying multiple QoS levels for Internet traffic, how to configure the 

supply parameters and how to allocate traffic within the QoS capacity configuration are crucial 

open economic issues.  To elucidate these issues, we develop a realistic but simple model.  The 

subscriber's choice of leaky-token bucket parameters and the optimal pricing of these parameters 

are derived.  Allowing for usage pricing as well as fixed pricing of leaky-token buckets, we 

deduce that usage pricing alone can support maximally efficient network usage. 

 

1.  Introduction 

 Powered by the dramatic development of the Internet, electronic commerce has been 

penetrating all aspects of the business world and leading to the appearance of a brand new 

Internet economy.  This Internet economy is transforming old business structures and rules, 

opening new frontiers for companies, and creating countless new job opportunities for our 

society.  With improvements in both network hardware and applications, especially after the 

appearance of the World Wide Web, conducting commercial activities over the Internet became 

feasible and the future of e-commerce became even more promising.  Therefore, we could say it 

was the new network technology that has led to today’s booming Internet economy.  However, 

as the Internet was getting more and more involved with the commercial world, in addition to its 

fascinating capability and versatility, it had some notable limitations and could not meet all the 

requirements of business activities, such as service quality, etc.   

 Best-effort service is the default option of today’s Internet.  The serious shortcoming of 

best-effort service is that mission-critical and delay-sensitive traffic cannot be differentiated from 

less valuable traffic.  For instance, many brokerage companies are offering online stock trading 

services nowadays.  For these kinds of transactions, a short delay could cause big losses. 

However, with best-effort service, traffic carrying stock transactions is expected to experience 

the same delay as traffic for online chatting and online game, which are much less important and 
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not very sensitive to delays.  As the Internet is used to deliver more and more diversified traffic, 

the demand for differentiation is keeping on increasing.  

 In the past few years, there has been a major effort aimed at creating the capacity for user-

selectable multiple quality of service (QoS) levels throughout the Internet to meet the requirement of 

different users and applications [5].  Current research on providing end-to-end QoS over IP 

networks is largely based on two architectures:  Integrated Service (Intserv) [3] and Differentiated 

Service (Diffserv) [4][10].  Intserv is a framework that provides QoS at the application level and 

adopts RSVP[14] to reserve network resources for the application.  Diffserv, in contrast, works 

at the packet level, classifying and tagging packets at the edge routers.  At the core routers, all 

packets with the same tag receive the same treatment regardless of their application [7][9] 

(Figure 1).  We will focus on the packet-based Diffserv architecture.  

 Within the Diffserv framework, network users need to sign service level agreements 

(SLAs) with Internet service providers (ISPs).  SLAs are contracts that characterize a range of 

service quality levels to be delivered, such as throughput time, and also the amount of traffic that 

will be allowed into the network for each quality levels.  Typically, a profile is assigned to each 

user at the edge router (where the user will send the packets into the network) according to 

his/her SLA, and the edge router will classify, admit and tag incoming packets from the user 

based on his/her profile.  The most widely discussed and employed way to implement the user  
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profiles of Diffserv at edge routers is the leaky-token bucket [12].1  Conceptually, a leaky-token 

bucket controller generates tokens at a pre-specified rate and the token bucket can hold at most a 

pre-specified number of tokens (the depth of the token bucket).  When a user sends a data packet 

into the network, for that packet to be tagged as an in packet, a number of tokens have to be 

claimed from the bucket of that traffic flow corresponding to the size of the packet.  If there are 

not enough tokens in the bucket, that packet remains untagged and is referred to as an out packet.  

The user can also pre-specify that s/he doesn’t want an incoming packet to be tagged, then this 

packet will simply be left untagged.  The tag information is used for differentiated treatment by 

core routers when congestion occurs:  the in packets will receive better service than the out 

packets.  Specifically, out packets will have larger probabilities to get dropped at core routers 

than the in packets, which means the out packets are more likely to suffer from retransmission, 

and hence a longer expected throughput time.  The reason why leaky-token buckets have been 

adopted is two fold.  First, it can enforce some very important characteristics of the incoming 

traffic that are usually specified in SLAs.  The token generating rate can represent the long-term 

average sending rate of the traffic and the bucket depth can restrict the largest burst in the traffic.  

From the ISPs’ point of view, in order to sustain a level of service quality, it is crucial to control 

the rates and bursts of incoming traffic.  On the other hand, it is also easy for the users to 

estimate these parameters.2  Second, it is not very difficult to implement leaky-token buckets in 

routers [12].  Therefore, leaky-token bucket scheme has been deemed a convenient tool to 

implement SLAs.  Similar schemes have already been applied in the network industry;  e.g. 

Committed Information Rate (CIR) and Committed Burst Information Rate (CBIT) are the 

counterparts of token rate and bucket depth in Frame Relay service.  For the ease of discussion, 

in this paper, the contracts that specify the average incoming traffic rates (or mean rates) and 

largest burst sizes (or peak rates) are referred as “leaky-token bucket SLAs”.   

 Although Diffserv provides the technical means to offer different QoS levels to network 

users, many economic issues need to be addressed.  In this paper, we explore issues that fall into 

                                                 
1 It is also know as the token bucket.  Other more complex markers have been proposed, such as three-color markers 
[8]. In this paper, two colors (tagged and untagged) are enough in our discussion on economic issues and can be 
easily generalized to cases with more colors. 
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the following two categories.  First, given that ISPs, following the Diffserv framework proposed 

by IETF, allocate their network resources via leaky-token bucket SLAs, how should the 

aggregate supply of token rates and bucket depths be determined?  How should the supply rates 

of tokens and bucket depths be allocated among users?  If the supply is allocated by SLAs, how 

should the SLAs be priced?  How should users manage their flows given the SLA constraints?  

Second, decoupling the differential packet treatment scheme at the core routers and the 

admission control function at the edge routers in Diffserv, what are the impacts of alternative 

admission schemes, other than leaky-token bucket, on the efficiency of the network?  The 

essence of Diffserv is to provide a means for ISPs to treat the traffic differently.  However, 

whether the leaky-token bucket SLAs will fully exploit the potential benefits created by Diffserv 

is unknown.  The leaky-token bucket scheme has been proposed because of its convenience in 

network engineering, but as an important part of service contracts its impacts on social welfare 

have been largely ignored in the literature.  How to design network admission policy so that it 

will lead to optimal resource allocation in Diffserv is the second major issue we will pursue in 

this paper.   

 Designing and pricing leaky-token bucket SLAs is considered to be a very complex 

problem.  A few researchers have done some early stage work on this topic.  J. Bailey et al. [1] 

studied pricing issues for leaky-token buckets in the context of Diffserv.  They assumed that each 

network user has a dominant application.  In another paper [2], Bailey et al. developed several 

necessary conditions for the pricing formula and provided pricing models which satisfy 

necessary conditions that tell us that the price should compensate for the externality each traffic 

stream has imposed on other traffic streams.  However, the exact amount of compensation was 

not quantified and no standard was proposed to study the efficiency of different pricing schemes. 

 In this paper, we take the standard approach in economics to analyze pricing issues of the 

specific Diffserv framework.  We start by modeling the customer's decision problem of choosing 

token bucket parameters (token rate and bucket depth) in a SLA.  Faced with constrained 

capacity of the network, we characterize the optimal levels of supply of the token bucket SLAs 

and the market-clearing prices for SLAs.  Then we compare leaky-token bucket SLAs and usage-

                                                                                                                                                             
2 In some cases, it is up to the service provider to estimate the parameters.  
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based pricing based on social welfare analysis.  With usage-based pricing, no contracts between 

ISPs and network service subscribers need be signed.  Optimal Vickrey tolls for both tagged 

packets and untagged packets are posted. If a network user decides to send a tagged or untagged 

packet into the network, s/he must pay the corresponding spot price. This is an alternative 

admission policy different from leak-token bucket SLAs.   

 Rather than develop a complex network model with the Diffserv architecture and leaky- 

token bucket controllers at edge routers, in order to provide a clear expose of the economic 

issues, we analyze a model of a single congestible resource, called a Processing Unit (PU), with 

a FIFO input queue.3  The PU can be deemed as a core router that treats tagged and untagged 

packets differently.  In this model, each user selects an SLA that specifies a deterministic rate at 

which the controller will supply tokens and a bucket depth.  No guarantees on service quality for 

tagged and untagged packets are offered in the contracts.  The users know that the tagged packets 

will be treated with priority in the network.  Their expectations on service quality are based on 

common knowledge, which could be written in the contract.  However, the SLAs will not have 

provisions that specify penalties for breaches.  For simplicity, we assume asynchronous 

contracting by all users for fixed time periods, say a day or a month.  During the contract period, 

each user faces stochastic needs, which translate into "jobs" for the PU, and the user must decide 

whether or not to tag their jobs with tokens considering the constraint token supply and the value 

of the job.  We also assume that all jobs create the same load on the PU.  In Section 2 we present 

the model and characterize the user's best strategy for tagging jobs based on the user's expected 

net benefit from the QoS choice.  We also characterize the user's optimal selection of leaky-token 

bucket parameters given any particular SLA price schedule.  Since particular price schedules will 

lead to well-defined user demands, the question of how to determine the aggregate supply of 

tokens is equivalent to the question of how to determine the price schedule that is the subject of 

Section 3.  A maintained assumption of Sections 2 and 3 is that users face no additional 

monetary charges from their use of the network beyond that specified in the SLAs; in particular, 

there are no rebates for unused tokens and no additional fees for submitting jobs, and there is no 

possibility of purchasing more tokens during the contract period.  In section 4, we allow for the 
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possibility of additional usage charges for tagged and untagged jobs. We find that to maximize 

the net benefits yielded by the PU, it suffices to charge optimal Vickrey tolls for tagged and 

untagged jobs and that leaky-token bucket SLAs are superfluous.  In this analysis, we are 

focusing on our relatively simple model, and not considering broader issues, such as transaction 

cost, etc. 

 From an engineering point of view, the leaky-token bucket scheme is a convenient way to 

regulate incoming traffic according to the contracts between network users and ISPs.  However, 

from an economics perspective, our study suggests that, it might not be efficient for ISPs to have 

long-term contracts with users and allocate network resources, such as bandwidth, to assure QoS.   

This is mainly due to the nature of congestion externalities.  Rather than allocating a certain 

amount of capacity to each user and letting them regulate their own traffic faced with the 

constraints, charging the users usage-based pricing is more efficient in terms of social welfare.  

Although our analysis is based on relative simple network scenario, it is sufficient to support our 

argument, since the leaky-token bucket scheme could not be optimal in more complex scenario if 

it were not in a simple one. 

 While analytical solutions are rigorous, it is often useful to explore numerical solutions to 

specific examples in order to assess the magnitude of the comparative differences among 

alternatives.  In section 5, we present numerical solutions that demonstrate that the leaky-token 

bucket scheme is superfluous, and compares it to the optimal solution and to non-priced best-

effort service. 

 

 

2. An Economic Model for Pricing Token Buckets. 

 For ease of exposition, we consider a single congestible resource that we call a 

Processing Unit (PU). 4 Without loss of generality, we can choose units so the total capacity of 

the resource is one.  The supply rate of tokens and the depth of the token bucket for a user is 

specified by a Service Level Agreement (SLA).  Let θi < 1 denote contracted supply of tokens 

                                                                                                                                                             
3 In the proposed assured service framework [7], there are four classes of service.  In this paper, we will focus on the 
one class with two-color marker.    
4 Here we assume network delay is mainly caused by queueing delay at the routers and the delay for retransmission.  
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per unit time for user i.  The token bucket can be modeled as a queue with a finite buffer, say Di, 

and a service rate of θi.  This queue is also a loss system, i.e. when the buffer is full, new arrivals 

are lost to the system.  Let xi1 denote the average flow of work per unit time that user i desires to 

be tagged with tokens; then xi1 is the arrival rate to user i's “token queue”.  The queue being 

empty corresponds to a full bucket of tokens, while a full queue corresponds to an empty bucket 

of tokens in which case the work cannot be tagged.   
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Figure 2.b. 
 

 

Let ϕi = ϕ(xi1, θi , Di)5 denote the probability that the token queue is not full (or that the token 

bucket is not empty).  Then ϕi is the probability that the work will be tagged.  Therefore, given 

the user requests a flow of xi1 work to be tagged, the expected flow of actual tagged work will be 

xi1ϕi ≤ θi.  Aggregating over all users, we let 

 

     z1  ≡  Σi xi1ϕi       (1) 

 

denote the aggregate flow of tagged work admitted to the PU. 

                                                 
5 Here we assume Poisson arrivals. All work has unit size and must claim one token in order to be tagged. 
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 Let xi2 denote the flow of work that user i does not want to be tagged.  This, plus the 

portion (1-ϕi) of xi1 that is untagged because of an empty bucket, is the total amount of untagged 

work generated by user i.  Aggregating over all users, we let 

 

     z2  ≡  Σi [xi2 + xi1 (1-ϕi)]     (2) 

 

denote the aggregate flow of untagged work admitted to the PU. 

 Diffserv discriminates between tagged and untagged work as follows.  As long as the 

queue length in the router does not exceed a specific limit, say L, the throughput time is simply 

the time to process the work in the queue plus the new work, for both tagged and untagged work 

(Figure 3).6  However, when the queue length exceeds L, newly arriving untagged work is 

rejected.  When buffer is full, all new arrivals of both tagged and untagged work are dropped. 

The ex ante probability of being rejected is less for tagged work than for untagged work. We 

assume that all dropped jobs are automatically resubmitted with delay.7   
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All packets will be 
dropped when the queue
reaches the buffer size. 
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Figure 3. 

service rate=1 

 
 

                                                 
6 Queue management could be more complex in real networks, such as multi-RED. Since we are not considering 
TCP (congestion) behaviors in our model, introducing RED will only obscure the issues in this paper.  Also, the 
drop probability can gradually increase from 0 to 1 as the queue length goes from L-1 to L' > L. 
7 Some network applications do not require retransmission.  In this paper, we will only consider applications for 
which retransmission is mandatory. For Untagged work, we assume the extra delay is not less than L+1: the 
minimum time to process all work currently in the system plus one additional service cycle for resubmission 
process.  
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Consequently, letting T1(z1, z2) and T2(z1, z2) denote the expected throughput time for tagged and 

untagged work respectively, for tokens to be desirable at a positive price, it must be  T1(z1, z2) < 

T2(z1, z2).   

 For simplicity, suppose the QoS characteristic of concern to users is the throughput time 

per unit work.  Then, a user desiring to tag work faces an expected net benefit of 

 

               Ui1(V, δ | ϕi, T1, T2) ≡  V - δ[ϕiT1 + (1-ϕi)T2] ,   (3) 

 

where V is the user's private value of completed work, and δ is the user's private value of time.  

The term in square brackets is the expected throughput time: the expected throughput time of 

tagged work if the user's bucket is nonempty; otherwise, the expected throughput time of 

untagged work. 

 A user desiring not to tag work, on the other hand, faces an expected net benefit of 

 

    Ui2(V, δ | T2)  ≡  V - δT2 ,     (4) 

 

Since tagged work will always have a shorter expected throughput time, it might appear that the 

user will always want to tag work.  However, as xi1 increases, the probability of a nonempty 

token bucket decreases, thereby conferring a negative effect on the user's own tagged work. 

 Since a single user might have many different kinds of work, one value V and time 

parameter δ will not necessarily apply to all the work.  To accommodate this potential diversity, 

let gi(V, δ) denote a joint probability density function for user i's V and δ.  Further, to represent 

the user's discretion over how to treat each need, let πi1(V, δ) and πi2(V, δ) denote the probability 

that user i will desire work valued at (V, δ) to be tagged or untagged respectively;  [1 - πi1(V, δ) 

+ πi2(V, δ)]  is the probability that the work is not sent to the PU at all.  Since both of these user 

control variables could be zero, the actual flow of work can be a fraction of the potential flow of 

work.  Let Xi0 denote the exogenous potential flow of work from user i.  Then, the expected 

utility from work flow choices (πi1, πi2) is given by 
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 EUi(πi1, πi2) = Xi0 ∫∫ {Ui1(V, δ | ϕ(xi1, θi, Di), T1,T2)πi1(V, δ) 

    + Ui2(V, δ | T2)πi2(V, δ) } gi(V, δ)dVdδ ,   (5) 

 

where xi1 ≡ Xi0 ∫∫ πi1(V, δ)gi(V, δ)dVdδ.  The first term is the integral of net benefits of tagged 

work given by eq(3) and the second term is the integral of net benefits of untagged work given 

by eq(4).  From eq(5), we can see that there is a direct effect of the control variable πi1(V, δ), 

namely the net benefits Ui1, and an indirect effect through ϕ(xi1, θi, Di).  Differentiating eq(5) 

with respect to the control variables, 

 

 ∂EUi(πi1, πi2)/∂πi1(V', δ')  =  Xi0 gi(V', δ') {V' - δ'[ϕiT1 + (1-ϕi)T2]  -    

     ϕx (T1 - T2)Xi0 ∫∫ δπi1(V, δ)gi(V, δ)dVdδ },     (6a) 

 

where ϕx  ≡ ∂ϕ(xi1, θi, Di)/∂xi1 < 0;  and   

 

          ∂EUi(πi1, πi2)/∂πi2(V', δ')  =  Xi0 gi(V', δ'){V - δT2}.   (6b) 

 

The first term of eq(6a) is just the net benefits of requesting tagged service.  The last term is the 

impact of such requests on the probability of the token bucket being non-empty;  we call this the 

shadow price of tokens for user i, and denote it by ri.  That is, 

 

    ri. ≡ - ϕx (T2 - T1)xi1 δ i1 ,        (7) 

 

where  δ i1  ≡ Xi0 ∫∫ δπi1(V, δ)gi(V, δ)dVdδ /xi1.  This shadow price can be interpreted as follows.  

The potential benefit of tagged service is the marginal impact on the probability of tokens being 

available in the user's bucket (-ϕx), multiplied by the saving in throughput time (T2 - T1), which 

has a flow value of  xi1 δ i1 .  Thus, we can rewrite eq(6a) compactly as 

 

       ∂EUi(πi1, πi2)/∂πi1(V', δ')  =  Xi0 gi(V', δ') {V' - δ'[ϕiT1 + (1-ϕi)T2] - ri.}                   (8) 
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Let  π*ik(V, δ | θi, Di), for k = 1 and 2, denote the optimal solution, and let  x*ik(θi, Di)  and 

ϕ*i(θi, Di) denote the corresponding flow of work requests and probability of the token bucket 

being nonempty.8  

 The optimal solution can also be described by a partitioning of the possible values of (V, 

δ) into regions for which the solution is (1) request tagged service, (2) request untagged service, 

and (3) do not request service.  Figure 4 below illustrates these regions.  The shaded region to the 

right of δ* which is denoted A1 indicates the (V, δ) for which it is optimal to request tagged 

service.  The shaded region to the left of δ* which is denoted A2 indicates the (V, δ) for which it 

is optimal to request untagged service.  The remaining unshaded area indicates the (V, δ) for 

which it is optimal to abandon the work.  As can be seen, there is a critical value of time, δ*,  
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Figure 4. 

 

such that work with less urgency but sufficient value is submitted as untagged, and work with 

greater urgency and value sufficiently in excess of the shadow price ri is requested to be tagged 

(if tokens are available). 

                                                 
8 Given a large number of users, it is reasonable to take T1 and T2 as constants from the user's point of view, as we 
do.  The existence of an optimal solution can be proven using standard mathematical economics techniques. 
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 The next task is to determine the user's optimal selection of the contract parameters (θi, 

Di).  To do this, let p(θi, Di) denote the price that will be charged according to the contract.  We 

assume that this must be paid irrespective of the actual usage by the user, that excess tokens are 

not refundable nor tradeable, and that no additional tokens can be purchased during the life of the 

contract.  Given an optimal solution to the user's control problem, we can express the expected 

utility as a function of the contract parameters:  

 

   EUi(θi, Di)  =  Xi0 ∫∫ {Ui1(V, δ | ϕi*(θi,Di),T1,T2)π*i1(θi,Di) + 

     Ui2(V, δ | T2)π*i2(θi,Di)} gi(V, δ)dVdδ  -  p(θi, Di) .  (9) 

 

Eq(9) is simply eq(5) rewritten under the assumption that πi1 and πi2  are optimally chosen given 

(θi, Di).  By the Envelope Theorem, the optimal contract must satisfy 

 

   ϕθ (T2 - T1)xi1 δ i1  ≤  ∂p(θi, Di)/∂θi ,  and 

            (10) 

   ϕD (T2 - T1)xi1 δ i1  ≤  ∂p(θi, Di)/∂Di ,   

 

where ϕθ ≡ ∂ϕ(θi, Di)/∂θi > 0, and ϕD ≡ ∂ϕ(θi, Di)/∂Di > 0.  A strict inequality in the first 

condition implies that the optimal θi = 0, and a strictly inequality in the second condition implies 

that the optimal Di = 0.  The left-hand side of eq(10) is the marginal benefit of an increase in the 

respective contract parameter.  This benefit is the marginal impact on the probability that tokens 

will be available when needed (ϕθ  and ϕD), multiplied by the potential saving in throughput time  

(T2 - T1), multiplied by the flow value of time for the work desired to be tagged (xi1 δ i1 ).  It is 

quite reasonable to assume that ϕ(xi1, θi, Di) is concave in (θi, Di), in which case there is no loss 

in generality from assuming that prices are linear:  i.e.  p(θi, Di)  =  pθθi + pDDi, which we 

henceforth do.  
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 Thus, given linear contract prices p ≡ (pθ, pD), the users choose their best contract 

parameters (θ*i, D*i), as well as their demand for tagged and untagged work.  Ultimately, all the 

user choices can be expressed as function of the contract prices:  π*i1(V, δ | p) ≡ π*i1(V, δ | 

θ*i(p), D*i(p)), x*i1(p) ≡ x*i1(θ*i(p), D*i(p)), and ϕi*(p) ≡ ϕi*( θ*i(p), D*i(p))  

 

3.  Pricing of Token Bucket Contracts. 

 We now turn to the question of how to price token bucket contracts to enhance the 

efficiency of the system.  We maintain the assumption that contracts cannot be renegotiated and 

tokens cannot be traded among users.  Therefore, the only variables that can be manipulated are 

the contract prices (pθ, pD).  While one could seek prices that maximize the revenue of the ISP, 

we instead take the viewpoint of a social planner or a VPN operator whose objective is to 

maximize the total flow of value of the system less the cost of supplying tokens and buckets.  To 

capture the latter, let C(θ, D) denote to total cost given the contract choices of all users.  Then, 

Net Welfare is  

 

 NW(p)  =  Σi  Xi0 ∫∫ {Ui1(V, δ | ϕi*(p) T1,T2)π*i1(V, δ | p) 

   + Ui2(V, δ | T2)π*i2(V, δ | p) } gi(V, δ)dVdδ  - C(θ*, D*) .     (11) 

 

In addition, we have another indirect dependence via expected throughput times Tk(z1, z2) and 

eqs(1-2).  Hence, the partial derivatives of NW will entail many terms;  however, by the 

Envelope Theoren, we will have  ∂NW/∂pθ  =  Σi (pθ - ∂C/θi) (∂θ*i/∂pθ) + Σi (pD - ∂C/Di) 

(∂D*i/∂pθ) + externality effects;  and similarly for pD.  In other words, if there were no 

externality effects, welfare maximization would require prices to be equal to marginal costs.  

However, externalities are present via Tk. 

 As a first step, we differentiate NW with respect to Tk: 

 

 ∂NW/∂T1  =  - δ1 z1 ,  and  ∂NW/∂T2  =  - δ2 z2.,  where 

            (12) 
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The variables δ1  and δ2  represent the expected value of δ conditional on the work being tagged 

or untagged respectively.  Hence, eq(12) says that an incremental increase in throughput time 

generates a loss in welfare equal to the flow value of time of submitted work. 

 The next step is to determine the impact of prices on throughput times:   

 

  ∂Tk/∂pθ  =  (∂Tk/∂z1)(∂z1/∂pθ) + (∂Tk/∂z2)(∂z2/∂pθ) ,    (13) 

 

and similarly for pD.  Recalling that z1 = Σi  ϕi*(p)x*i1(p)  and  z2 = Σi  [(1-ϕi*(p))x*i1(p) + 

x*i2(p)],   

 

  ∂Tk/∂pθ  =  (∂Tk/∂z2)Σi  (∂x*i1/∂pθ) + (∂Tk/∂z2)Σi  (∂x*i2/∂pθ)+  

   (∂Tk/∂z1 - ∂Tk/∂z2)Σi  [ϕi*(∂x*i1/∂pθ) + x*i1(∂ϕi*/∂pθ)] ;  (14) 

 

and similarly for pD.  Under mild conditions, each of these effects on throughput time are 

negative; i.e. increasing prices will decrease the probability of non-emply token buckets and 

discourage requests for tagged jobs, and tagged work has a greater (and negative) marginal 

impact on throughput times than untagged work.  Then, the total effect of pθ is 

 

 ∂NW/∂pθ  =  Σi (pθ - ∂C/θi)(∂θ*i/∂pθ) + Σi (pD - ∂C/Di)(∂D*i/∂pθ) +  

   Σk  (- δk zk)(∂Tk/∂pθ) ,       (15) 

 

Since the last term is strictly positive, eq(15) implies that prices should exceed marginal costs 

(∂C/θi and ∂C/Di) until the negative externality is offset.  Finding the right prices by solving 

eq(15) is not going to be easy. 
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4.  Optimal Pricing of Tokens and Buckets. 

 Confronted with the complexity of eq(15), we are motivated to consider another approach 

to solving for optimal prices.  Again taking the point of view of a social planner or VPN 

operator, we suppose we could make the work requests for users, and ask what would be the 

socially optimal allocation of work requests and token bucket parameters.  To this end, we seek 

admission control variables, πik(V, δ), and parameters (θi, Di) that maximize Net Welfare, which 

can be expressed as 

 

  NW(π, θ, D)  =  Σi EUi(πi1, πi2)  - C(θ, D) ,        (16) 

 

where EUi(πi1, πi2) is given by eq(5).  The first-order conditions for πik(V', δ') will be similar to 

those for the user's problem except that we will have the externality effects. 

 

∂NW(π, θ, D)/∂πi1(V', δ')  =  Xi0 gi(V', δ') {V' - δ'[ϕiT1 + (1-ϕi)T2] +    

  ϕix (T2 - T1)xi1 δ i1  - (ϕix xi1 + ϕi) [(∂T1/∂z1) δ1 z1 + (∂T2/∂z1) δ2 z2] -   

  (1- ϕix xi1 - ϕi)[(∂T1/∂z2) δ1 z1 + (∂T2/∂z2) δ2 z2]} ,    (17a) 

             where  ϕix=∂ϕi/∂ xi1 ; 

  

and similarly: 

 

  ∂NW(π, θ, D)/∂πi2(V', δ')  =  Xi0 gi(V', δ') {V' - δ'T2 - [(∂T1/∂z2) δ1 z1 + (∂T2/∂z2) δ2 z2]}.  (17b) 

 

The first two terms of eq(17a) are the same as eq(6a), and following eq(6a) we define the shadow 

price of tokens to be the second term and denote it by ri.  The remaining terms of eq(17a) are the 

externality costs of tagged work.  Similarly, the first term of eq(17b) is the same as eq(6b), and 

the remaining terms of eq(17b) are the externality costs of untagged work. 
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 Let  

   r*k ≡ (∂T1/∂zk) δ1 z1 + (∂T2/∂zk) δ2 z2 ,  for k = 1,2. 

 

Then, we can rewrite eq(17) as 

 

 ∂NW(π, θ, D)/∂πi1(V', δ')  =  Xi0 gi(V', δ') {V' - δ'[ϕiT1 + (1-ϕi)T2] -ri - (ϕix xi1 + ϕi) r*1 -  

     (1- ϕix xi1 - ϕi)r*2}; 

 ∂NW(π, θ, D)/∂πi2(V', δ')  =  Xi0 gi(V', δ') {V' - δ'T2 - r*2}.    (18) 

 

We claim that by imposing prices r*1  and r*2  for tagged and untagged jobs respectively, the 

social planner's first-order conditions coincide with those of an independent user facing those 

prices.  This is obvious for work originally designated to be untagged.  To see the claim for work 

originally designated to be tagged, note that the expected monetary cost of such work is  ϕi r*1 + 

(1-ϕi) r*2, so taking account of the user's own impact on ϕi, the marginal cost is  (ϕix xi1 + ϕi) r*1 - 

(1- ϕix xi1 - ϕi)r*2. 

 Proceeding to determine the socially optimal token bucket parameters, using the 

Envelope Theorem, we have 

 

   ϕθ (T2 - T1)xi1 δ i1  =  ∂C(θ, D)/∂θi ,  and 

            (19) 

   ϕD (T2 - T1)xi1 δ i1  =  ∂C(θ, D)/∂Di .   

 

The left-hand side of eq(19) is the marginal private benefit and the right-hand side is the 

marginal cost.  Since the prices r*1  and r*2 internalize the externalities, there is no difference 

between marginal private benefits and marginal social benefits.  Therefore, net welfare is 

maximized by pricing the token bucket parameters at marginal costs. 

 From a practical standpoint, the marginal costs of these token bucket parameters are 

negligible, which implies that (θi, Di) should be set high enough so the probability of an empty 
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token bucket, 1-ϕ(xi1, θi, Di), is essentially zero.  But then, the same allocation of work requests 

could be attained by eliminating token buckets and simply selling two kinds of tokens: one for 

"guaranteed service" priced at r*1, and one for "best-effort service" priced at r*2, and requiring 

all jobs to be tagged with one or the other token. 

 Contrasting this first-best optimum with the solution obtained in section 3, we are 

compelled to conclude that determining token parameters by contract with no subsequent usage 

price is a suboptimal approach.  Instead, tokens could be supplied to users as needed at the 

posted usage-based prices (r*1, r*2).   

 

 

5.  Numerical Solutions. 

 To gauge the magnitude of the effect of the leaky-token bucket system on system 

efficiency, we computed numerical solutions for an example of our model.  The PU has a service 

rate of unity, a total buffer size of 20, and untagged jobs are rejected whenever the queue 

exceeds 5 (i.e. 25% of the buffer).9  For all users, the value of jobs V is uniformly distributed on 

[0,10], and the time factor δ is independently and uniformly distributed on [0,1].  Thus, while all 

users are alike, each user has diverse needs.  Obviously, rescaling the range of these distributions 

will have no effect on the comparative results, but the shape of the distributions could have 

effects.  More concentrated distributions mean that users are less diverse, and so the potential 

advantages of differentiated service would diminish, while more skewed (but perhaps less 

realistic) distributions would have the opposite effects.  We investigate system performance for 

light to very heavy loads by varying the exogeneous flow of potential work X0.  

 The server queue is modeled as a finite M/M/1 system, and the token queue is modeled as 

finite M/D/1 system.  We use the analytical solutions for the expected throughput times, and the 

probability of overflow.  Since jobs are rejected and resubmitted when the queue exceeds a 

specific limit, the total expected throughput time Tk is greater than the expected throughput time 

conditional on being admitted to the queue.  Let τk denote the latter, and let qk denote the 

probability of being rejected.  If rejected, we assume the job experiences an additional delay of 

                                                 
9 Smaller limits for untagged jobs generally yield lower system benefits, but larger limits yield negligible gains. 
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Bk + 2τk,10 where Bk is the buffer size.  Resubmitted jobs are treated like every other job, so the 

unconditional expected throughput time is  Tk = (1-qk)τk + qk (Bk + 2τk+Tk).  Solving explicitly 

for Tk: 

                                       Tk = [1 + 2qk/(1-qk)]τk + Bkqk/(1-qk). 

The resubmission of rejected jobs also means that the flow into the server queue (yk) is the sum 

of original requests (zk) plus the resubmitted requests:  yk = zk + (1-qk)yk , or  yk = zk/qk .  It is 

these input flows that are used in the M/M/1 formulae for expected throughput time and 

probability of overflow. 

 The numerical algorithm involves three major iteration loops.  At the top level, the 

algorithm searches over token bucket parameters (θ, D).  At the next level, the algorithm 

searches over individual demand variables (xik, ri).  Finally, at the bottom level, the algorithm 

searches over queue variables (Tk,qk) to find those consistent with the middle demand variables.  

The middle iterative loop results in demand and queue variables that are consistent with optimal 

user demands conditional on the token bucket parameters.  Finally, the top level finds (θ, D) that 

maximizes net welfare (assuming zero marginal costs for the token bucket parameters).  The 

algorithm terminates with a numerical solution to the equations of section 3.  To solve for the 

social optimum of section 4, the middle loop of the algorithm is modified to find request 

variables (xik) that maximize net welfare rather than user utility. 

 Figure 5 depicts the net welfare from the token-bucket scheme with the leaky-token 

bucket scheme of section 3 (labeled TKBK), the net welfare of the social optimum of section 5 

(labeled UBP for “usage based pricing”), and a non-priced best-effort system (labeled AOL after 

the infamous strategy of that company) as exogenous demand, X0, goes from 0.6 to 2.0 in 0.2  

                                                 
10 If there is zero additional delay, then there is effectively no cost for being rejected, which is untenable.  An 
additional delay of at least Bk plus some proportion of τk seems reasonable, since the job has to be reprocessed by 
the users and cannot be served until the current buffer is emptied. 
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increments.  The UBP pricing scheme clearly outperforms the token-bucket scheme, especially 

for heavier loads (recall the service rate is 1.0), and both outperform the AOL scheme.  

Curiously, the optimal UBP price for premium service is just high enough to discourage all users 

from selecting premium service, so all the benefits depicted in Figure 5 for the UBP scheme arise 

completely from untagged best-effort service.  As previously demonstrated [6], usage pricing can 

greatly improve the efficiency of the system even with one level of service for all, by giving the 

appropriate incentives for users with low value jobs to voluntarily abstain from requesting 

service during congested times. 

 

 Figure 6. 

 

 Figure 6 depicts the expected throughput time for tagged jobs under the leaky-token 

bucket scheme, and for all jobs under the UBP and AOL schemes.  Consistent with Figure 5, the 

UBP scheme results in substantially lower throughput times.  The expected throughput time for 

untagged jobs under the leaky-token bucket scheme (not displayed) are substantially longer than 

for the tagged jobs (displayed). 

 How robust are these results?  Since the results depicted in Figure 5 are direct 

consequences of the analytical results of sections 3 and 4, these results are definitely robust.  On 
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the other hand, we should expect there to be situations for which UBP pricing would have an 

active premium service.11   

 

 

 

6.  Conclusions. 

Recently developed network service frameworks, such as Diffserv and Intserv, have 

offered network service providers technological means to assure service quality in the Internet. 

The basic idea is to regulate the total amount of traffic in the network by applying admission 

control at the ingress nodes so that the congestion in the network can be controlled. These 

frameworks are more appealing than the best-effort service in today’s Internet market place, 

since more and more valuable transactions are carried out online and QoS is becoming a big 

concern.      

In this paper, we focused on the leaky-token bucket controller - one of the most popular 

admission control schemes in network engineering.  We answered the fundamental questions 

concerning admission control:  what is the optimal level of traffic, and how should services be 

priced to bring about this optimum?  Finding the optimal supply of tokens is crucial to efficient 

allocation of resources.  Issuing too few tokens will leave the network resources underutilized, 

although the service quality will be improved; on the other hand, if the ISP over-supplies tokens, 

all the users will end up suffering deteriorated QoS.  Using a rigorous economic model of users’ 

decision problem on purchasing service, we derived necessary and sufficient conditions that 

prices12  for the token rates and bucket sizes must satisfy to generate the maximum efficiency 

attainable with leaky-token bucket controllers.       

Moreover, we showed that even with ideal pricing, the leaky-token bucket SLAs cannot 

support the social optimal allocation of resources that is attainable with usage-based pricing [6].  

The reason the leaky-token bucket scheme causes social loss is that inherently it cannot 

internalize the fundamental congestion-based externality.  A SLA that specifies token-bucket 

                                                 
11 For example, for large values of V and δ, which could occur if their distributions were normal for positive values. 
12 These prices given here are steady-state solutions, and may not fully reflect the stochastic nature of network 
traffic. For the cases that the demands could fluctuate, real-time pricing should be applied [6]. 
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parameters potentially imposes a fixed but sunk cost on users, and this does not reflect the 

contemporaneous congestion caused by real-time usage.  Moreover, the leaky-token bucket 

SLAs only regulate the traffic level of tagged packets, and leave the untagged packets 

unregulated.  There is no way to internalize the externalities caused by these untagged packets. 

For the ease of mathematical analysis, we used a stylized economic model to study the 

resource allocation problem in this paper.  Therefore, some assumptions might be deemed too 

simplified when we compare it with real network environments.  For example, we assumed a 

single processing unit, one size for all jobs, and Poisson arrival rates.  However, real networks 

have many processing units, real Internet traffic patterns are usually more diverse in size, and 

more bursty than Poisson processes [11].  We assumed users only care about the throughput time 

of their jobs, while QoS usually refers to more than one dimension.  Moreover, in our social 

welfare comparison of leaky-token bucket SLAs versus usage-based pricing, we did not take into 

account the extra cost that could be introduced by the complexity of usage-based pricing.13  

Therefore, our results do not extend immediately to more realistic systems.  However, we believe 

our model is sufficient to cast doubt on the appropriateness of the leaky-token bucket scheme for 

real networks.   

In particular, extending usage-based pricing to a network with many processing units is 

straightforward and will support optimal resource allocations [6].  Applying the leaky-token 

bucket scheme to a network, however, will encounter the problem that SLAs will reflect local 

conditions only and not the conditions at crucial but remote nodes of the network.  Further, our 

results will hold in a model with a diversity of jobs sizes.  In that case, the usage-based prices 

would depend on job size and support optimal resource allocations, but SLAs could not due to 

their inability to fully internalize the congestion externality. 

An important lesson from our study is that, as engineering systems (especially the 

Internet) penetrate our social lives, the efficiency of an engineering system should be considered 

in a wider context.  Instead of viewing it as an isolated system, we should be cognizant of how 

                                                 
13 The simplicity of leaky-token bucket SLAs is a very attractive feature.  With current technology, applying usage-
based pricing in networks would incur more cost, which may even offset the benefits it will generate.  However, we 
can envision that, with the development in network software and hardware, this cost can be reduced to a minimal 
level.  On the other hand, the loss in social welfare caused by leaky-token bucket SLAs is “dead” loss.  It can not be 
recovered by any technology improvements.     
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people will use it and what its economic impact will be.  Some mechanisms that appear to be 

reasonable from an engineering viewpoint may not be as desirable from a social/economic 

viewpoint.  In other words, engineering design and economic analysis should go hand in hand. 
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